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Introduction

In many domains, diagnosis and other cognitive processes of anomaly response are distributed across sets of functionally distinct, but interdependent teams.  These domains include process control industries (Woods, O'Brien and Hanes, 1987), offshore oil production (Flin, Slaven and Stewart, 1996), military command and control (Shattuck and Woods, 2000), emergency response (Dugdale et al., 2000; Flin and Arbuthnot, 2002, Militello et al., 2007), and flight planning in air traffic management (Smith, McCoy and Orasanu, 2001; Smith, Spenser and Billings, 2007).This position paper examines the implications of distributing anomaly response processes across functionally distinct teams in the domain of space shuttle mission control.
The focus of the study summarized in this paper was to explore how response management processes occur and interact with monitoring and diagnostic processes.  The study also examined the techniques and strategies that mission control practitioners use to coordinate their efforts in diagnosis and anomaly response, as well as the new demands that arise when diagnosis anomaly response becomes distributed across functionally distinct teams. Therefore, this paper not only discusses diagnosis, but also offers insight into how practitioners coordinate their response to anomalies that have been diagnosed.  
Background



Anomaly response in event driven domains consists of three interdependent cognitive components (e.g., Roth Woods and Pople, 1992; Woods, 1994):  (1) anomaly detection, in which practitioners identify the set of findings to be explained; (2) diagnostic search, in which practitioners attempt to develop a coherent explanation for the findings; and (3) response management, in which practitioners determine the implications of their diagnosis for future plans and procedures.

In event driven domains, practitioners monitor a process that changes over time. If faults disturb the process, practitioners may need to act immediately to compensate for these disturbances to maintain process integrity (referred to as “safing” actions in space shuttle mission control). In parallel with safing actions, practitioners conduct diagnostic activities to determine the source of the disturbances in order to correct the underlying problem. Anomaly response situations can involve cascading effects, tempo changes and time pressure, multiple interleaved tasks, multiple interacting goals, and the need to revise assessments as new evidence comes in (Roth, Woods and Pople, 1992; Woods, 1994; cf. also Woods and Hollnagel, 2006, chapter 8 for integrative account of the demands inherent in anomaly response).

A vulnerability in anomaly response is that premature narrowing can occur. For example, previous literature has highlighted the danger of becoming stuck in one assessment and being unable to revise the assessment even as situations change or new evidence comes in (Woods, et al., 1987). Studies of hypothesis generation in diagnostic reasoning have found that a possible solution to this problem is to broaden the set of possible explanations to be considered (Gettys, et al., 1987). Studies of re-planning find that overlooking the side effects of changes to a plan is a significant risk (Layton, Smith and McCoy, 1994; Smith, et al., 2004).  The dangers of premature narrowing are also evident in studies of collaboration. Layton, et al., 1994 found that certain design characteristics introduced into collaborative human-machine systems can narrow the range of data considered and hypotheses explored. Studies of human-human collaboration find that lack of diversity across participants can also contribute to premature narrowing that limits problem-solving performance (Hong and Page, 2002). 

Thus, one value of effective collaborative interconnections lies in how they broaden the deliberative focus, reduce the risk of misassessments, reduce the risk of missing side effects in re-planning, and support revision. As we will show, our analysis of how distinct groups coordinated to respond to an anomaly in space shuttle mission control reveals how diverse perspectives support broadening in anomaly response.

Methods



The research contributing to this paper consists of a combination of direct observations of mission operations, interviews, and retrospective critical incident analyses of past anomaly cases.  To become acquainted with the anomaly response process in the mission control domain, we observed integrated flight control training simulations and nominal space shuttle missions.  We also interviewed flight controllers and engineers to explore both nominal mission control processes and examples of past anomalies.  In addition to these activities, we observed one complete  space shuttle mission (STS-76) and part of another mission (STS-79) during which anomalies occurred.  The results of this research are based on the analysis of the response of functionally distinct teams to the anomaly during STS-76.

Study of the response to the STS-76 shuttle anomaly

During STS-76, we observed the front and back rooms of the Mechanical, Maintenance, and Crew Systems (MMACS) flight control team and monitored their voiceloops.  This team monitors status and failures in the shuttle’s mechanical systems, crew systems, in-flight maintenance, and photography and television systems.  We shadowed this team during the entire STS-76 mission (including launch, ascent, orbit, descent, and landing).  We collected over 70 hours of observations, which were documented in field notes and transcribed tape recordings of conversations. We observed activities including shift handovers, diagnostic analyses of the anomaly, reactions to, and preparations for coordinative meetings, discussions within the MMACS team, and conversations between the MMACS team and other flight control teams.


We also attended four of six formal coordinative meetings between functionally distinct teams from the engineering and mission operations divisions, and observed many informal face-to-face meetings as well.  On non-busy portions of the mission, MMACS flight controllers answered questions and described their role in the anomaly response process.


In addition to informal discussions with flight controllers, we conducted semi-structured interviews with six of the seven MMACS controllers who worked in the front and back rooms throughout this mission.   We also interviewed the controller who served as team four, which is a secondary controller, or team of controllers (in this case the team consisted of only one controller), who are called in to devote full attention to any complex anomaly that arises, and to attend coordinative meetings involving the flight control team and several teams within the engineering support community. 

Findings

Structure and Functions of the Observed Anomaly Response Communities
Space shuttle ground support consists of different communities, which possess distinct yet overlapping expertise, resources, goals, responsibilities, and authority.  Anomaly response in the observed case was distributed across two of these communities: Operations and Engineering.

The Operations Community is a multi-level set of teams responsible for monitoring each of the shuttle subsystems during every mission. (e.g. Patterson et al, 1999). This Community continually monitors real-time telemetry data down linked from the shuttle subsystems to make sure the subsystems are operating successfully. If controllers encounter anomalies in the telemetry data, they are authorized to recommend specific procedures and actions for the crew to perform in response to these situations. Therefore, it is the Operations Community that becomes directly involved in the dynamics of managing faults and disturbances. Members of the Operations Community detect and diagnose unfamiliar patterns in shuttle telemetry data, recommend diagnostic and therapeutic actions, and develop primary and contingency plans for future mission phases or for responding to potential failures in other systems (Woods, 1994).

The Engineering Community is a separate set of multi-level teams that coordinate their activities to track and maintain individual shuttle components across missions. They track performance trends for each component across missions, and decide when the components should be tested, refurbished, or replaced. This community may also recommend changes in system design or maintenance requirements. When an anomaly occurs during a mission, the Engineering Community determines what actions should be taken to make sure this behavior does not occur again in subsequent flights. Even before the shuttle lands, this community initiates efforts to understand the anomalous system behavior and its implications for future flights, and they begin the turnaround process of creating post-flight design improvements.  These turnaround activities can affect shuttle launch schedule and program productivity. (In fact, it was turnaround productivity pressures that played a role in the events leading up to the Columbia accident; CAIB, 2003; Starbuck and Farjoun, 2005; Woods, 2005.)
Description of the observed anomaly
The purpose of the STS-76 shuttle mission was to transport an American astronaut to the Russian MIR Space Station. Just after liftoff, the MMACS Flight Control Team noticed that the quantity value of one of three hydraulics systems began to decrease (the finding to-be explained). The Flight Control Team recognized this pattern in their telemetry data as a classic leak signature (initial diagnosis). The flight control team proceeded to investigate the characteristics of the leak.
Based on the assessment that a leak existed, the team began to enact the procedures that had been created to respond to a hydraulic leak. First, they quickly calculated the slope of the line in the telemetry plot and determined that the leak rate was not great enough to call a mission abort (safing responses). Next, they checked the values of the other two hydraulics systems for an increase in their quantities to determine whether “system three” was leaking into the other two systems. There was no increase, so they assumed the leak was external, and that there was no intersystem leakage. Given these initial assessments they decided the mission did not need to be aborted, and they allowed the crew to continue their ascent into orbit and cut off the main engines (additional safing response).

Just after main engine cutoff the Flight Control Team performed the diagnostic intervention of asking the crew to close a set of isolation valves to determine whether they could isolate the leak. When the valves were closed, the quantity telemetry signature of system three flatlined. For a moment, it looked as if the intervention was successful and that the leak had been isolated. However, the quantity soon began to drop again. Therefore, the team determined that the leak was not isolatable. When the orbit phase began, practitioners shut down the leaky hydraulics system and began to further characterize the anomaly and to investigate its implications for the remainder of the mission.

Orbit:  Description of the coordinative anomaly response process


When the shuttle reaches orbit, the pace of activities for Flight Controllers slows, which provides opportunities to investigate anomalies that have occurred during ascent. It is at this stage of the mission when the cognitive demands of anomaly response and the demands for coordination across functionally distinct teams escalate (Woods and Patterson, 2000).  After the leaky hydraulic system was shut down, practitioners were primarily engaged in contingency evaluation and replanning processes, given that an explanation for the anomaly (a leak in the hydraulics system) seemed clear-cut. These replanning activities focused on several issues that had to be resolved as a result of the anomaly:  the impact of the anomaly on 1) the mission schedule, on 2) preparation for re-entry and on 3) the actual re-entry phase of the mission.


In the process of resolving these issues, each team’s scope broadened, and their activities began to overlap.  As a result the operations and engineering communities began to interact and coordinate their response to the anomaly.  Throughout the orbit phase of the mission, the coordinative anomaly response activities occurring across these functionally distinct communities were anchored around a series of formal coordinative meetings.   By observing the interactions across these communities, we found that their distinct perspectives gave rise to different assessments and viewpoints which were coordinated throughout the anomaly response process.  These distinct perspectives often led the communities to prefer different approaches, which in contrast with each other, represented different sides of several interesting tradeoffs.  Here, we walk through one set of trade-offs that arose (for a description of the series of coordinative meetings and other trade-offs that arose, see Watts, 1996 and Watts-Perotti & Woods, in press)
Determining whether to use the leaking system during descent.   One of the issues that needed to be resolved during the STS-76 mission was whether the leaky hydraulics system should be used during the descent phase of the mission.  Originally, both the Operations and Engineering communities agreed that the leaky system should not be used for descent.  In preparing for a coordinative meeting to discuss this issue, the Operations Teams reviewed data from a previous mission during which a leak occurred. In this review, they discovered flight rules that led them to change their entry plan stance, and propose that the leaky system should be used for descent. Note that the diagnosis of the anomaly remained the same.  It was the replanning efforts that the Teams were working to resolve.

At the beginning of the meeting, the Operations teams presented their new entry plan. This new plan surprised the Engineering teams, whose initial reaction was negative.  The plan triggered a new idea from one of the engineers. He proposed that a high-pressure leak could damage some sensitive areas of the shuttle. Since the exact location of the leak was not known, the leaky hydraulic system should not be used. A crew representative also introduced another new idea: the possibility that leaking hydraulic fluid could pose a fire hazard if it touched hot shuttle elements. Neither of these potential complications had been discussed publicly within or across the sets of teams before the Operations teams introduced their new entry plans.  Based on these new hypotheses, the two communities agreed to analyze the hypotheses independently and reconvene to resolve the issue.  The fifth coordinative meeting led to the resolution. The new analyses confirmed the risks of running the leaky system and all parties agreed to not use the system during descent. 

Discussion:  The Cooperative Advocacy Strategy

The processes we observed during the coordination of functionally distinct teams in mission control can be described as a Cooperative Advocacy strategy to reveal and resolve conflicts in assessment, analysis, and re-planning. The goal of practitioners during the coordinative meetings was to serve as advocates for the shuttle systems they were responsible for. During mission control meetings, teams proposed constraints on the anomaly response process and on mission activities. These upheld their perspectives, served their goals, and were intended to achieve safety within their scope of responsibility.

Often, these constraints conflicted. For example, members of the Engineering Teams proposed the constraint that an Auxiliary Power Unit should be run for Flight Control Systems checkout. However, the Flight Controllers responsible for the leaky hydraulics system had the goal of minimizing activity that directly affected any of the hydraulics systems, therefore protecting system redundancy.  To meet this goal they proposed the constraint that the Auxiliary Power Unit should not be run.

The phrase “cooperative advocacy” is a good descriptor for the strategy seen throughout the coordinative meetings. The word "advocacy" is chosen over "adversary" because the groups, teams, and individuals all shared higher-level goals. Ultimately, all practitioners were interested in bringing the shuttle back to Earth safely and keeping it running properly across missions. If a team disagreed with a plan presented by another team, and could present a clear case for why this plan did not satisfy important constraints, the teams coordinated their efforts to find alternative ways to satisfy those important constraints. For example, when the Operations Teams were concerned about using an Auxiliary Power Unit for Flight Control Systems Checkout Procedures, the two sets of teams considered using a Circulation Pump as an alternative source of power for the testing procedures instead.
Strengths of the cooperative advocacy strategy

The cooperative advocacy strategy appeared effective because it enabled practitioners to develop broad sets of possible hypotheses which entailed specific replanning alternatives, and therefore avoided breakdowns such as fixation in assessment (De Keyser & Woods, 1990) and missing side effects in re-planning (Woods, 1994; Woods & Hollnagel, 2006). There were several characteristics of the coordination across the Teams which seemed to provide the opportunity to broaden the set of alternatives considered. These are described below.

Broadening Opportunities by Intermixing of Parallel Activities. When the hydraulic leak arose, the Operations and Engineering Teams began their analysis activities and response processes independently, in parallel. Members of the Operations Teams considered the implications of the anomaly on the remaining flight phases, as Engineering Team members determined what kinds of activities must take place after the shuttle lands. Since the groups conducted their activities toward distinct goals in parallel, they had the opportunity to form distinct and possibly divergent ideas about the anomalous situation. For example, the two sets of teams used very different approaches for analyzing the leak rate.  In the beginning, one team thought the leak rate increased, and the other team thought the rate remained stable.  These differing assessments were based on the use of different techniques for measuring the rate.
As the anomaly response process progressed during the mission, the two sets of teams began to merge or align their perspectives through the coordinative meetings. The teams continued to interact through a coordinative structure which oscillated between independent work and collaborative meetings.  The teams independently built their own stances toward a set of issues, and then discussed their results and integrated their perspectives in the meetings. This process allowed the teams to mix their distinct ideas to produce a broad set of alternative hypotheses and plans for future procedures.
The observed process seemed to provide a guard against the formation of a single group view that would narrow the range of factors considered in re-planning. The observations in this case also parallel results from simulation studies of critiquing where developing an assessment prior to interacting with another human or machine agent reduces fixation and improves detection of weaknesses in an assessment or plan (Layton et al., 1994; Smith et al., 1997).

Broadening Opportunities by Blending of Fresh Perspectives. Disagreements and conflicting constraints emerged across the functionally distinct teams during the shuttle mission. As Cialdini (1976) noted, preparation for conflict often aids reasoning. When teams knew their view conflicted with other teams' positions, they collected more data to support their view in preparation for upcoming debates. For example, when the Operations Teams learned that their interpretation of the leak rate was different from that of the Engineering Teams, they developed a more refined analysis to support their view in the next meeting.

Broadening Opportunities by Revising Assessments and Re-planning Approaches.  Increased self monitoring, and deeper data review not only helped teams argue their position during meetings, but also served as an opportunity for teams to re-examine their own assessments, assumptions, and positions. In this case, the refined analysis of the leak rate demonstrated to the Operations teams that their earlier analysis was incorrect, and led them to revise their assessment. This second, deeper analysis was conducted to justify their position to the other set of teams, and may have been seen as unnecessary or inefficient if the conflicting assessments had not been explicit. Note that in the processes leading up to and during the Columbia mission, very weak and erroneous analyses were accepted as if they had a much more rigorous basis in analysis and data (CAIB, 2003; Woods, 2005). The presence of distinct groups with potentially diverse views or interpretations of a situation can therefore serve as an opportunity for cross-checks and revision of assessments (Patterson et al., 2004; Hong and Page, 2002).
Broadening Opportunities by Explicit Representation of Tradeoffs. The distinct perspectives of the Teams often led them to advocate different sides of complex tradeoffs during re-planning for this mission. By representing different sides of the tradeoffs, the functionally distinct Teams provided the opportunity for each team to examine the tradeoff explicitly. The explicit examination of these tradeoffs led the teams to consider a broader region of the total solution space and to generate better ways to balance all of the relevant constraints and side effects.

Conclusion

This paper summarizes observations from a rare opportunity to observe anomaly response across a set of functionally distinct groups in space shuttle mission control. In this case, coordination across the groups revealed a “cooperative advocacy” strategy that enhanced the effectiveness of the system in the face of the complexities and tradeoffs inherent in anomaly response situations. In shuttle mission control, distinct knowledge, responsibilities, and authority allow teams to complement each other to broaden the sets of hypotheses and planning constraints, and provide opportunities for teams to re-examine their assessments and guard against missing side effects while re-planning.  While a distributed anomaly response process seems effective in the face of uncertainty, this kind of process also creates new demands for synchronizing information exchange over disparate groups (see Watts-Perotti and Woods for more details about the cognitive demands and bottlenecks associated with Cooperative Advocacy). If we better understand how distributed anomaly response works across effective human teams, the results may help design more effective coordination across a mix of human and machine agents to support future mission control processes (Klinger and Klein, 1999; Olson et al., 2001; Hinds and Kiesler, 2002).
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