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Abstract. This paper describes a method to improve troubleshooting searches, informed by an ethnographic study of troubleshooting work. The method allows search sessions to be informed by machine data gathered from the problem device, situating the troubleshooting session in the context of this particular device and making use of device history to constrain and support the users search.
Introduction
Technologies, from advancing telephony to the internet, have increased the possibilities of non-experts carrying out technical troubleshooting activities since local users can be assisted by remote help resources. These facilitating technologies have been eagerly taken up by manufacturing organisations, seeking to cut the cost of after-sales support to their customers. Non-experts require specially adapted resources to assist them, as they are rarely familiar with the technical workings of the device or its terminology. E.g. when users experience problems with the devices manufactured by a large printer company they have a number of resources they can turn to: on-device instructions, an online knowledge base, phone or email help lines. We have been studying troubleshooting processes, including an ethnographic study at the companies device support call centre (O’Neill et al. 2005) and have found that each of these solutions has room for improvement. In this paper we describe how the online resources could be supplemented with machine data to contextualise text searches according to the problem device’s current state.
Large printing devices often have simple instructions embedded in them. When the machine experiences a particular detectable fault and sends a fault code to the controller, this activates instructions on the local UI. These instructions typically lead the user through some simple troubleshooting steps, such as removing paper from various machine areas to clear a jam. These instructions have the advantage of being activated by a known machine state, so do not require search. Also presented instructions are triggered by user actions, such as opening doors, enabling them to be situated in ongoing user activity. However, not all problems have ‘known’ (sensed) machine states. In addition, only one solution is given whereas several may be possible, e.g. jams could be caused by dirty sensors: clearing the jam will not prevent re-jamming. Such limited help is a long way from a fully searchable knowledge base of problems and solutions. Moreover, the processing power, memory and so on of the device restrict what can be provided on the local UI. Thus online resources provide access to a much wider knowledge base of problems and solutions, how to’s, etc. However, solutions can be difficult to locate in online resources: 1) users may have trouble expressing the problem technically; 2) users may find the results difficult to understand and relate to the problem; 3) search results typically do not take into account the status of the device where the problem is actually occurring. We aim to enhance the searchable knowledge base of problems by using machine data to contextualise users’ search.
Case study
A three-week ethnographic study of a European troubleshooting call centre for a large printer manufacturer was carried out. Data was collected through field notes, audio and video recordings. The ethnographic approach taken is similar to that described in Crabtree (2003). A wide variety of findings relevant to design were uncovered, such as: 1) constituting problems and causes is a collaborative process, i.e. customers do not come with fully formulated problem descriptions, rather these are worked up with the troubleshooter; 2) troubleshooters engage in translation work to make the technical language of the device and the support knowledge base understandable and relevant to users; 3) troubleshooters situate instructions as much as they can given limited resources, according to this problem here and now; 4) devices have a history, which can often only be partially reconstructed collaboratively. These findings were used to inform the design of a system, Pocket Engineer (PE), to support online search (Roulland et al. 2007). We briefly review key features of Pocket Engineer and describe a method to augment it by contextualizing text searches with diagnostic and configuration information.
Helping Users to Contextualise their Searches
PE aims to enable users to describe their problem with their own terminology and to help them understand the technical terminology of the troubleshooting knowledge base (TKB) so they can interpret the results of their searches. This helps to address the gaps between the users language and that of the device in the absence of a human translator. It does this through:
· A rich synonymy mechanism which mediates between the terminology of the user and of the TKB. This enables users to search using as much or as little of the technical terminology as they have available.

· Non-textual representations are associated with terms that might be unfamiliar to the user, helping him to understand and learn the terminology of the TKB. 
· A refinement mechanism, including a refinement tree made up of component expressions, gradually helps the user arrive at a precise problem description, while requiring minimal prior knowledge of the subject matter. One of the aims behind the refinement tree is to help users work up a problem description, moving from their initial understanding (as given in the free text search) to more specific features, e.g. when and where did the problem occur?

Users of PE however, still need to describe their problems as they encounter it, without any technical help and may get presented with irrelevant solutions because of the configuration of their device. At the same time, the device contains many sensors which can provide technical information on its current state. Therefore, in order to contextualize troubleshooting searches to the users particular device, we extended PE so that information on device history, status and diagnostic data is injected into the search. We choose this method, rather than a troubleshooting session guided by machine state and systems diagnostic as the problems users experience may differ from the sensed information, e.g. the sensors tend to produce too many false positives. Instead the aim was to allow the user the flexibility to troubleshoot the problem they experienced, while providing them with support to cover the four points above.
When a user provides a textual description of the problem the system generates a set of possible matches in the TKB and prioritises them according to data gathered from the device. Users can select refinements and iterate the process until a small set of likely candidates is identified. More precisely, the system integrates the following kind of information into the search results:
•
Diagnostic data: to give higher visibility to compatible problems/solutions.

•
Configuration settings: to prune incompatible problems/solutions.

•
Device history and current status: to acknowledge parts of solutions already performed.
Figure 1 shows an example of the results when searching for “noise”. The solutions suggested by the diagnostic data concerning noise from the copy/print cartridge area are more visible (solution title opened and icon attached). Supplementing free-text search with device information both partially situates the interaction according to this device here and now and uses any information on the history of the device and its problems which might be relevant to the user.

The TKB contains a list of potential problems, each problem being associated with an ordered list of solutions that can potentially fix the problem, and some meta-information. A list of concepts is defined in order to group the problems into classes, e.g. a concept defining a mechanical part of the device can group together all the problems related to this part. A concept can also define a logical category of problem such as ‘image quality’ or ‘jam’ for a printer. Concepts can also be organized hierarchically in order to have super-classes of cases.

We assume that the diagnostic data is provided by a diagnostic engine. In some cases it will be possible to establish a diagnosis as a list of references to problems or solutions in the TKB. However, sometimes there are problems that the device’s sensors cannot detect, or can detect only with low confidence, or only that there is a problem in a given part of the device. When this occurs we can 1) associate a probability to a diagnosis to model the level of confidence associated with it and 2) have the diagnostic engine send a “partial diagnosis”, that is a class of problems instead of one specific problem. This latter can be done using the TKB concepts to define the classes of problems, which the diagnosis then refers to. The diagnostic data is used as follows: a complete diagnosis increases the visibility of the problem and/or solution it references; a partial diagnosis increases the visibility of all the problems classified under the concept it references; when there is a degree of confidence, it is used to weight the level of visibility given to the related problems and/or solutions.
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Figure 1: Example of results when searching for “noise”.

Information on device configuration refers to the hardware and software components present in the device, their version, model, etc. Each piece of configuration is associated with a concept node of the TKB model. This information provides a description, i.e. the validity (present or not present), of each of the concepts linked with a configuration datum, e.g. presence of a finisher. The configuration datum is used to perform a sort of ‘negative’ inference. When a feature is not present in a device, all the problems classified as relevant when this feature is present get lower visibility. On the other hand, if a feature is present then the problems categorized as relevant when this feature is off get lower visibility. For example, if the model can have one of several types of finisher and that specific device has a finisher of type “professional”, solutions which mention other finishers should be less visible.
Moreover, information from recent history and current status of the device could be used to give more context to the presentation of the solutions, possibly sparing the user from repeating non-useful operations. In particular, information on manipulations of mechanical parts, e.g. opened trays; functions recently used, e.g. printing from document glass; and recent maintenance operations, e.g. cartridge changed one hour ago, can be used to prioritise solutions or grey out the text describing the actions “already performed” in solution descriptions.
Discussion
In this paper we have described a method for using sensor data in online search to help users troubleshoot their devices. This research was informed by an ethnography, which illustrated some of the extra support that non-expert users require when attempting troubleshooting. Close to our work is the approach presented in Lao et al. (2004) for troubleshooting registry configuration issues in PC applications. In their approach diagnostics based on configuration parameter observations are mixed with data from a past problems database. Lao et al.’s approach differs from ours on two levels: 1) it relies on the construction of a very large database of past problem instances whereas our system does not exploit historical information in this way; 2) whereas Lao et al. use a TFIDF measure to associate the textual description to the diagnostics data, we exploit a richer description of the information within the TKB to use its content semantically. Thus our approach has both technical and practical novelty in that, informed by the ethnography, it automatically integrates appropriate technical data, whilst at the same time leaving the user in control of his search, i.e. support rather than automation. 
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